Mission

Augment humanity with physical intelligence




TEAM AND NETWORK

Yue Wang MiiT USC nvioia Google I’ Di Huang Google W
* USC Assistant Professor, director of the Physical Superintelligence Lab, and * Co-founded Google Cloud Vertex Al, building production Al in Fei-Fei Li's
former NVIDIA Research senior faculty researcher. organization.
* Research focus: 3D world models, humanoids, and dexterous manipulation. * Co-lead of Waymo's first-generation Foundation Model.
* Raised $3.6M to support a 35-person team at USC within only 2.5 years. * Scaled the model from 7B to 140B parameters — the industry's first robotic
* MIT PhD; Dynamic Graph CNN is an ICBS Best Paper (only 4 awarded in 2022) foundation model in production, deployed on 1,000+ robotaxis.
and the most-cited paper in ACM Transactions on Graphics. * Led Waymo's first-generation perception world model.
* 21K+ citations and 80+ papers across Al, computer vision, and robotics venues. * Deep expertise across infrastructure, engineering, and operations.

* 8x best-paper awards, NVIDIA Fellowship (only 5 awarded in 2020), and Toyota
Young Faculty Fellowship; advised students winning 2% NVIDIA, 4x Qualcomm,
1x Amazon, and 1x Capital One fellowships.
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Agent Orchestration Model Pre-training Model Post-training Deployment Full-Stack Integration
Foundation Model USC professor with deep expertise in LLMs, A USC PhD alumnus with 3,000+ citations A USC PhD graduate and two USC Two USC undergraduates. A USC PhD graduate and a serial
Team agents, and their applications to humanoids. and multiple fellowships and awards. undergraduate alumni. entrepreneur.
Previously at Google, Microsoft, and Al2. Previously at Google Gemini and NVIDIA.
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Robotics Systems Perception & Data Algorithms Infrastructure Perception Engineerin
Infrastructure + Data = R , E , o _ P , g , g ,
Team Two USC graduates. A Rutgers PhD (Tsinghua alumnus). Previously at An ex-Meta Superintelligence infrastructure lead Two founding perception engineers (USC, Tsinghua).
ByteDance Seed and Amazon. (Peking University, UCSD).
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Product Operations Advisor - Physical Al
Product Team A product manager and EV-charging startup co-founder (NYU). An operations manager with 20+ years of operating experience, having A Stanford professor in Physical Al.

managed 5,000-person operations.
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World
Engine

by the numbers

Time in operation
Current staff

Enterprise customers

Run rate 2026

Human data processed
Best-paper awards

12-month data target

10 months
30 employees

8 frontier labs

BEST IN SILICON VALLEY

~$100M
200K hours

EGO + GLOVE + TELEOQOP

S at CVPR 2026

2 BEST + 1 RUNNER-UP

12.5M hours



THE HARD TRUTH

Physical Al Is Hitting a \Wall

LLM agents Autonomous driving Embodied intelligence
GPT/Claude/Gemini FSD V14 Foundation models
gﬁ;tgggENT 1B-scale users 6M-6.5M vehicles Sparse robot deployments
MODEL SCALE ST-10T parameters 10B-50B parameters 3B-class models
TRAINING DATA 90-100T tokens 100-1,000T tokens Only 1-2T tokens
A

Digital intelligence

Phy;:’rcﬁ'l. intelligence
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LEVEL OF INTELLIGENCE

TIME -



OUR SOLUTION

Turn Every Human into a Physical API

DATA SPECS API CALLS
-------- - cemeeaap
4 ________________
TRAINING DATA EXPERIENCE
EXISTING CUSTOMERS <$’|5|\I| to deliver in2months> IN THE PIPELINE
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DATA APPROACH

Hard Part #1: Making Human Data Speak Humanoid

Teleop
5K -» 50K hrs

Sensorized dexterity
20K -» 200K hrs

Large-scale ego-centric data
200K - 1M hrs

FIDELITY & ACTION DENSITY

TODAY - 12-MONTH TARGET

We solve this by owning the stack end to end — capture hardware, post-processing algorithms, and operations — so
every hour of human data is engineered to speak humanoid.




MODEL INSIGHT

Hard Part #2: Only the Nlodel Knows What Data It Needs

Next-token prediction over interleaved world & action tokens [ W,,- ] [ A, ] > Real world
A A robot executes
1
1
1
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Autoregressive Transformer Backbone ;
one token stream: language - vision - world state - action :"
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Pre-training Post-training Real-world RL

Agent orchestration
World priors Executable skill

Deployment feedback Long-horizon autonomy

An open model becomes the reference design the ecosystem trains on — and every developer on it drives demand for our
data.



PROOF POINTS

The Ingredients Already Work

CVPR 2026 3D VLA/LLM - Best Paper

Official site: psi-lab.ai/PsiO/

RSS 2026

40%+

higher overall success
than strong humanoid
baselines

brute-force scaling.

800h

human video + 30h
robot data — only 8% of
the data other methods
use

What it proves: the right data curriculum beats

DEMO
PSI-0

Autonomous humanoid execution
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RESEARCH

Full-Stack Research for Humanoid Intelligence

~

DATA LAYER

ulti-Modality & Human Annotation: Peeling a banana

Cloud Evaluation Suite

——— ———

Web-Based Platform
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Humanoid Everyday

CVPR 2026 Embodied Al - Best Paper

Articulated Manip.

ICRA 2026

The industry's highest-spec humanoid
interaction dataset for real everyday tasks.

humanoideveryday.github.io
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MODEL LAYER

Psi-0

CVPR 2026 3D VLA/LLM - Best Paper

RSS 2026

Humanoid foundation model for long-
horizon loco-manipulation — 40%+ above
strong baselines.

psi-lab.ai/Psi0
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WORLD MODEL LAYER

PhysWorld

CVPR 2026 3D VLA/LLM - Best Paper Runner-Up

ICRA 2026

Physical world models a full year ahead of
embodied-Al startups — on Google
DeepMind's radar.

jlageng.me/PhysWorld_Web

FD-Loss

State-of-the-art image & video generation loss
— directly lifts world-model generation quality.

Fast SAM 3D Body

Accelerating SAM 3D Body for real-time full-
body human mesh recovery — built for
humanoid control.

PhysBench

Benchmarking and enhancing vision-language
models for physical world understanding.



MARKET AND GO-TO-MARKET

Three Revenue Lines Compound the Flywheel

DATA BUSINESS PLATFORM BUSINESS DEPLOYMENT BUSINESS
Data as a Service Infrastructure as a Service Deployment pilots
Data customers Early customer Initial pilots
2 (@) (e (e)(m) (e (m) (e VinMotion Becton Dickinson

Near term: sell data. Mid term: license infrastructure. Long term: power every robotics company and vertical user.




VERTICALLY INTEGRATED

COMPETITION

Full-Stack, Full-Loop for Humanoid Dexterous Manipulation

Teleop
ALIGNMENT
vs XDof (gripper-only)

0 TRAINING DATA
Sensorized glove >
POST-TRAINING
no direct player — our whitespace < ————————
MODEL GRADIENT

Large-scale eqgo-centric data
PRE-TRAINING

vs Mecka — collection only, no model

HORIZONTALLY INTEGRATED

Vertically integrated in data, horizontally integrated with the model — we own the infrastructure loop.




MOVING FORWARD

Building the Physical APl to Augment Humanity

PHYSICAL WORK

6 months 12 months 24 months

Data 1.25M hours 12.5M hours 62.5M hours

Vodel Reference-design models for 10 Scale to 100 tasks Continuous learning at deployment
common tasks time

Infra Complete the full stack End-to-end deployment Model-agnostic full stack
Data / evaluation as a service 1-3 vertical deployments The default data & infrastructure

Business i .
layer for humanoid intelligence



